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1. Introduction

By far the greatest danger of Artificial Intelligence is that people conclude too early that
they understand it. Of course this problem is not limited to the field of Al Jacques
Monod wrote: “A curious aspect of the theory of evolution is that everybody thinks he
understands it” (Monod 1975). My father, a physicist, complained about people making
up their own theories of physics; he wanted to know why people did not make up their
own theories of chemistry. (Answer: They do.) Nonetheless the problem segms to be

unusually acute in Artificial Intelligence. The field of Al has a reputatiog
huge promises and then failing to deliver on them. Most observers g
is hard; as indeed it is. But the embarrassment does not stem frorg
difficult to build a star from hydrogen, but the field of stellar 34 not have
a terrible reputation for promising to build stars and then f tal inference
is not that Al is hard, but that, for some reason, it is vg Ple to think they
know far more about Artificial Intelligence than thg

In my other chapter for Global Catastrophic Rig
ing Judgment of Global Risks” (Yudkows

people would deliberately choose to des

Biases Potentially Affect-
ed by remarking that few
scenario in which the Earth is
destroyed by mistake is therefore ve people would push a button that
they clearly knew would cause a e. But if people are liable to confidently

believe that the button does different from its actual consequence, that

is cause indeed for alarm

Cite the existing major works on this topic, but that, to the best of my ability
to discern, there are no existing major works to cite (as of January 2006).

It may be tempting to ignore Artificial Intelligence because, of all the global risks
discussed in this book, Al is hardest to discuss. We cannot consult actuarial statistics
to assign small annual probabilities of catastrophe, as with asteroid strikes. We cannot
use calculations from a precise, precisely confirmed model to rule out events or place
infinitesimal upper bounds on their probability, as with proposed physics disasters. But

this makes Al catastrophes more worrisome, not less.
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The effect of many cognitive biases has been found to increase with time pressure,
cognitive busyness, or sparse information. Which is to say that zhe more difficult the
analytic challenge, the more important it is to avoid or reduce bias. Therefore I strongly
recommend reading “Cognitive Biases Potentially Affecting Judgment of Global Risks”
before continuing with this paper.

2. Anthropomorphic Bias

When something is universal enough in our everyday lives, we take it for g o the
point of forgetting it exists.

Imagine a complex biological adaptation with ten necessary g Of ten
genes are independently at 50% frequency in the gene pool sessed by
only half the organisms in that species—then, on averagg
will possess the full, functioning adaptation. A fur coa ant evolutionary
advantage unless the environment reliably challeng with cold. Similarly,
if gene B depends on gene A, then gene B ha vantage unless gene A
forms a reliable part of the genetic environyg interdependent machinery is
necessarily universa/ within a sexually ’cies; it cannot evolve otherwise
(Tooby and Cosmides 1992). One
they will both have wings. Natu
1984).

In every known cul

moother feathers than another, but

Plle feeding on variation, uses it up (Sober

perience joy, sadness, disgust, anger, fear, and

surprise (Brown 199 t these emotions using the same facial expressions

e are, living in a world that only reminds us of our differences.

Humans evolved to model other humans—to compete against and cooperate with
our own conspecifics. It was a reliable property of the ancestral environment that every
powerful intelligence you met would be a fellow human. We evolved to understand our
tellow humans empathically, by placing ourselves in their shoes; for that which needed to
be modeled was similar to the modeler. Not surprisingly, human beings often “anthro-
pomorphize”™—expect humanlike properties of that which is not human. In 7he Matrix
(Wachowski and Wachowski 1999), the supposed “artificial intelligence” Agent Smith

initially appears utterly cool and collected, his face passive and unemotional. But later,



while interrogating the human Morpheus, Agent Smith gives vent to his disgust with
humanity—and his face shows the human-universal facial expression for disgust.
Querying your own human brain works fine, as an adaptive instinct, if you need
to predict other humans. If you deal with any other kind of optimization process—if,
for example, you are the eighteenth-century theologian William Paley, looking at the
complex order of life and wondering how it came to be—then anthropomorphism is
flypaper for unwary scientists, a trap so sticky that it takes a Darwin to escape.

Experiments on anthropomorphism show that subjects anthropomorphig

sire hun®h females. People don’t make mistakes like that by explicitly reasoning: “All

minds are likely to be wired pretty much the same way, so presumably a BEM will
find human females sexually attractive.” Probably the artist did not ask whether a giant
bug perceives human females as attractive. Rather, a human female in a torn dress s
sexy—inherently so, as an intrinsic property. They who made this mistake did not think
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about the insectoid’s mind; they focused on the woman'’s torn dress. If the dress were
not torn, the woman would be less sexy; the BEM doesn’t enter into it.]

People need not realize they are anthropomorphizing (or even realize they are en-
gaging in a questionable act of predicting other minds) in order for anthropomorphism
to supervene on cognition. When we try to reason about other minds, each step in the
reasoning process may be contaminated by assumptions so ordinary in human experi-
ence that we take no more notice of them than air or gravity. You object to the magazine
illustrator: “Isn’t it more likely that a giant male bug would sexually desire gigat female
bugs?” The illustrator thinks for a moment and then says to you: “Well, g

sectoid alien starts out liking hard exoskeletons, after the insectoid eg
females it will soon realize that human females have much nice
aliens have sufficiently advanced technology, they’ll genetical
like soft skins instead of hard exoskeletons.”

This is a fallacy-at-one-remove. After the alien’s anth inking is pointed
out, the magazine illustrator takes a step back and e alien’s conclusion
as a neutral product of the alien’s reasoning prg dvanced aliens cou/d re-
engineer themselves (genetically or otherwj skins, but would they want
to? An insectoid alien who likes hard s wish to change itself to like soft
skins instead—not unless natural s¢ how produced in it a distinctly hu-
man sense of meta-sexiness. Wh Pcomplex chains of reasoning to argue in
favor of an anthropomorphi and every step of the reasoning is another

opportunity to sneak in

Early bi®ogists often anthropomorphized natural selection—they believed that evolu-
tion would do the same thing they would do; they tried to predict the effects of evolution

by putting themselves “in evolution’s shoes.” 'The result was a great deal of nonsense,

1. This is a case of a deep, confusing, and extraordinarily common mistake which E. T. Jaynes named
the “mind projection fallacy” (Jaynes 2003). Jaynes, a theorist of Bayesian probability, coined “mind pro-
jection fallacy” to refer to the error of confusing states of knowledge with properties of objects. For exam-
ple, the phrase “mysterious phenomenon” implies that mysteriousness is a property of the phenomenon
itself. If I am ignorant about a phenomenon, then this is a fact about my state of mind, not a fact about
the phenomenon.



























































































































